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Lab Introduction

Objectives 

The goal of these hands-on lab 
materials is to get an 
understanding of how to use the 
Database Snapshot feature of SQL 
Server 2008.  

The intent of these exercises is to 
provide you with best practices and 
implementation details for SQL 
Server 2008. As with all software 
development projects, your 
production environment may differ 
from this build and this 
environment. Be sure to design, 
implement, and test your final 
architecture extensively to minimize 
downtime and data loss.  

For the latest details on SQL 
Server 2008, please visit 
http://www.microsoft.com/sql/2008/. 

After completing these self-paced labs, you will be able to: 

� Understand how to create a database snapshot 

� Understand how to investigate file sizes and sparse file 
configuration (using both T-SQL queries and Windows 
Explorer) 

� Understand the benefits and challenges with creating multiple 
snapshots 

� Understand how a database snapshot is created when 
transactions are in flight as well as when they're not 

� Understand how to use database snapshots for testing and 
reverting databases 

� Understand the requirements to drop database snapshots and 
drop databases that have database snapshots 

� Understand how to create a database snapshot on a mirror 
database 

 

 

Prerequisites � Experience with High Availability Technologies of SQL Server 
2000 or SQL Server 2005 

� Experience with SQL Server Administration 

� Experience with the SQL Server 2005 Tools or SQL Server 
2008 Tools is very helpful but not required 

� Familiarity with the Transact-SQL language is very helpful but 
not required 

� Desire to sink your teeth into SQL Server 2008! 

Lab Scenarios Using Database Snapshots 
This series of exercises is meant to give you a thorough 
understanding of database snapshots – everything from their 
creation and use, to what’s going on under the covers. 
Time for Completion: 75-90 minutes 
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Virtual PC Configuration and Setup 
This Virtual PC environment contains five already installed instances of SQL Server running 
on Windows 2003 Server SP2. The VPC machine name is SQLHAVPCSQLHAVPCSQLHAVPCSQLHAVPC . 

The instances, versions and environments are described in the following table: 

SQL Server Service 
Name 

SQL Server Version 
Edition 

MSSQL$SQLDEV01 SQL Server 2008 build 10.00.1075.23 (November 2007 CTP) 
Developer Edition 

MSSQL$SQLDEV02 SQL Server 2008 build 10.00.1075.23 (November 2007 CTP) 
Developer Edition 

MSSQL$SQLEXPRESS SQL Server 2005 build 9.00.3054.00 (SP2) 
Express Edition with Advanced Services 

MSSQL$SQLDEV03 SQL Server 2008 build 10.00.1075.23 (November 2007 CTP) 
Developer Edition 

The SQL Express Edition is not the SQL Server 2008 November 2007 CTP version as the 
upgrade tool in that CTP did not fully support SQL Server Express instances. 

The accounts and passwords used in the following exercises are shown in the following 
table: 

Account Name Account Password Account Usage 

Administrator Pass@word1 Login account for VPC 

SQLService SQL!Service@05 Startup account for all SQL Server services 

sa SQL!Service@05 SQL Server System Administrator 

Using Virtual Machines 
Using Virtual Machines allows you to isolate and control an environment independently from 
your host operating system. Your host operating system can run any operating system that 
supports Virtual PC or Virtual Server. Then, within your Virtual Machine, you can run any 
“base” operating system desired. In the case of this self-paced lab series, the base 
operating system is Windows Server 2003 Enterprise Edition with Service Pack 2. A virtual 
machine has multiple components: a virtual hard drive (*.vhd) and a virtual machine 
configuration file (*.vmc). With Virtual PC or Virtual Server, you can open the vmc file in 
order to configure your virtual machine. The initial configuration of this vmc is that it 
expects 1GB of memory allocated to the virtual machine; this is memory in addition to what 
your host operating system needs. If you do not have more then 1.5GB of physical memory, 
reconfigure the virtual machine to use 640MB of memory instead.  
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Once setup for your environment, start (or turn on) your virtual machine. Once started, you 
will see a login dialog. In order to access the login dialog within your virtual machine, there 
are special keystrokes required. The details for the login are provided in the following table: 

Tasks Detailed Steps 

Login to your VPC image. To access the login dialog on the VPC, use Right-Alt + Del and then login in as 
AdministratorAdministratorAdministratorAdministrator with a password of Pass@word1Pass@word1Pass@word1Pass@word1 

Within Virtual PC or Virtual Server, most commands focus on using the RightRightRightRight----aaaaltltltlt key. The 
RightRightRightRight----aaaaltltltlt is the alt key immediately to the right of the spacebar.  

Command Description Keystroke Combination 

Login RightRightRightRight----altaltaltalt + delete 

Full Screen/Return to Host (in VPC) RightRightRightRight----altaltaltalt + enter 

Customize the page file 

The page file size has been reduced to 0 bytes in order to minimize the cost of expanding 
the .vhd (when you ran setup to install this VPC image). If you do not have 1.5-2GB of 
physical memory on your machine, you will need a page file. You have two options: 

� Set the Page File to System Managed Size (recommended) 

� Increase the size of the “custom” configuration 

If desired, use the steps below to configure your Page File to a System Managed Size.  

Tasks Detailed Steps 

Customize your Page File 
settings. 

 

1. Start the Control Panel, System applet. 
From the Windows task bar, select the Start | Control Panel | System menu item. 

2. In the System Properties dialog, select the Advanced Tab. 

3. In the Performance section, click the Settings button. 

4. In the Performance Options dialog, select the Advanced Tab. 

5. In the Virtual Memory section, click the Change button. 

6. Select the System managed size radio button in the Virtual Memory dialog. This 
radio button is in the Paging file size for select drive section. 
NOTE: Drive C: will be selected as it is the only drive available to our VPC. 

7. Select Set. 

8. Click OK and continue to click OK as you exit the Control Panel, System dialogs. 
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Tips on how to successfully complete the lab exercises 

IIMMPPOORRTTAANNTT  

For best results, read the Tasks column and its associated notes first. Then proceed to follow the 
detailed steps for step by step instructions on what to verify, review, execute, etc. Please check 
off steps as you complete them and execute steps in the order in which they are listed. As a best 
practice, read the entire step, think about what it is meant to accomplish and then execute it. 
There are numerous steps that you do NOT immediately execute and instead may have you 
review and/or alter what you might expect your normal behavior to be in order to show you a 
new feature or two. There are lots of notes along the way, all of which give you insight into 
special features, cool tips and often best practices. It’s not a speed contest to finish first. Take it 
slow, review the steps and you’ll get a lot more out of your workshop experience. 

Finally, as the complexity of the exercise increases, the need to follow steps in a certain order 
also increases. Some exercises may fail if steps are missed and worse yet, other exercises might 
require you to start over if/when steps are missed.  

CCoonnssiiddeerr  uussiinngg  aa  ppeenn//ppeenncciill  ttoo  mmaarrkk  ooffff  sstteeppss  aass  yyoouu  ccoommpplleettee  tthheemm..  AAddddiittiioonnaallllyy,,  ccoonnssiiddeerr  
ttaakkiinngg  aa  sstteepp  bbaacckk  ffrroomm  eeaacchh  sstteepp  ttoo  tthhiinnkk  aabboouutt  wwhhaatt  yyoouu’’rree  ttrryyiinngg  ttoo  aaccccoommpplliisshh..  TThhiiss  
wwiillll  hheellpp  ttoo  mmiinniimmiizzee  eerrrroorrss  aanndd  iinnccrreeaassee  lleeaarrnniinngg  aass  yyoouu  mmaayy  bbee  aabbllee  ttoo  pprreeddiicctt  cceerrttaaiinn  
sstteeppss  aanndd//oorr  tthhiinnkk  ooff  aaddddiittiioonnaall  tthhiinnggss  ttoo  tteesstt  aanndd  lleeaarrnn!!  
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Lab Exercises 
Scenario

Database snapshots are a feature of SQL Server 2008 Enterprise Edition. In this scenario, you will experiment with 
database snapshots to see how they can be used for reporting and for recovery from unwanted database changes. 
You will also discover the considerations around creating and dropping database snapshots as well as gain some 
insight into how database snapshots work. 

A database snapshot is a point-in-time, read-only copy of a database (called the ‘source’ database). It is always 
transactionally-consistent with respect to the source database. We will explore what this means for in-flight 
transactions and database snapshot size in some of the following exercises. 

A source database can have multiple database snapshots, each of which represents the database as it was at the time 
the database snapshot was created. There are potential problems with creating multiple database snapshots, as we 
will learn later. 

As the exercise progress, we will explore database snapshots in more detail. For an in depth reference on database 
snapshots, see the SQL Server 2008 Books Online section: 

• Database Engine | Development 

• Designing and Implementing Structured Storage 

• Databases (Database Engine) 

• Database Snapshots 

 

For Exercises 1-3, the instance used is (local)\SQLDEV01. This instance is already started when the VPC is running 
so no further setup is required. For Exercise 4, three instances will be used: 
 

• Partner instance (Principal or Mirror) = (local)\SQLDEV01 
• Partner instance (Principal or Mirror) = (local)\SQLDEV02 
• Witness instance = (local)\SQLDEV03 

 
When Exercise 4 begins, a batch file will be used to start the required instances/resources for Database Mirroring.  
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Exercise 1: Partition the SalesDB Database 
The various exercises in this Hands-on Lab will use a database snapshot of the SalesDB database. We can more 
clearly see the effects of various database operations on a database snapshot when the files involved are have known 
data values and/or ranges of specific data. To specifically place ranges of data values on specific files, we will 
partition the main Sales table into four partitions. Partitioning will be setup through scripts and defined before 
creating our first database snapshot. 

As with database snapshots, table and index partitioning is a feature in SQL Server 2008 Enterprise Edition. It 
allows a table or index to be horizontally divided into units that can be spread across one of more filegroups in a 
database. This can lead to manageability and scalability gains for large table and indexes. For more information, see 
the SQL Server 2008 Books Online section: 

• Database Engine | Development 

• Designing and Implementing Structured Storage 

• Partitioned Tables and Indexes 

 

Additionally, your Always On HOLs DVD includes a lab on Table Partitioning (DVD:\LabManuals\Table and 
Index Partitioning.doc). If desired, work through the Partitioning Lab after completing this lab. 

 

In this setup exercise, we will execute a script that does the following: 

1. Create four new filegroups with a single data file in each 

2. Create a partitioning function with four partitions 

3. Create a partitioning scheme using the defined partitioning function, with each partition residing on one of 
the new filegroups 

4. Rebuild the clustered index on the Sales table, using the defined partitioning scheme to split it into four 
partitions 

NOTE: These specific scripts are adapted from exercises that show additional features of SQL Server 2008: Online 
Operations, Partial Database Availability and Online Piecemeal Restore. Your Always On HOLs DVD includes a 
lab on these features titled: Online Operations (DVD:\LabManuals\Online Operations.doc). If desired, work through 
the Online Operations lab after completing this lab and ideally after also completing the Partitioning Lab. 

 

In this lab, we will begin by using a pre-defined SalesDB database in the SQLDEV01 instance. 

 

Tasks Detailed Steps 

Repartition the Sales 
table in the SalesDB 
database. 

 

1. If open, close SQL Server Management Studio.  

2. Start My Computer 
From the Windows task bar, select Start | My Computer  
OR  
Press WindowsKey+E 
The WindowsKey does not exist on every keyboard but when it does, it resides between 
the Ctrl and the Alt keys, sometimes next to a Fn key. The icon on the key is usually the 

Windows logo .  

3. Navigate to the following directory: 
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Tasks Detailed Steps 
C:C:C:C:\\\\AlwaysOn LabsAlwaysOn LabsAlwaysOn LabsAlwaysOn Labs\\\\Database Snapshots LabDatabase Snapshots LabDatabase Snapshots LabDatabase Snapshots Lab    

4. Double-click DatabaseSnapshotsDatabaseSnapshotsDatabaseSnapshotsDatabaseSnapshots.ssmssln.ssmssln.ssmssln.ssmssln. 

5. By opening a solution file (SQL Server Management Studio Solution), you can have a 
group of scripts all centralized for ease of use and management. Once within SQL 
Server Management Studio, navigate to the Solution Explorer window. If this 
window does not appear, you can add this window back into SQL Server Management 
Studio by using the View, Solution Explorer menu item. In SQL Server 
Management Studio (SSMS), if necessary open Object Explorer window and pin it. 

6. In Solution Explorer, from the list of projects within the Solution ‘Database 
Snapshots Lab’, find the Scripts project. In the Queries folder in this project double-
click PartitionSalesTablePartitionSalesTablePartitionSalesTablePartitionSalesTable.sql.sql.sql.sql. 

7. Execute this script. It will partition the Sales table into four partitions as described 
above. It may take a minute or two to complete. 

Notice several things about the partitioning section of this script: 

-- Create a partition function for four partitions. 
CREATE PARTITION FUNCTION Sales4Partitions_PFN(INT) 
AS RANGE RIGHT FOR VALUES 
 (2000000, 
 4000000, 
 6000000); 
GO 
 
-- Create a partition scheme using the partition function. 
CREATE PARTITION SCHEME [Sales4Partitions_PS] 
AS PARTITION [Sales4Partitions_PFN] TO  
 (SalesDBSalesDataPartition1, 
 SalesDBSalesDataPartition2,  
 SalesDBSalesDataPartition3, 
 SalesDBSalesDataPartition4); 

GO 

• The partition function is defined as being “RANGE RIGHT”. This means that if the 
column value is equal to one of the specified boundary values, it falls into the right-
hand partition. 

• There are only three boundary values (2000000, 4000000, 6000000) specified in 
the partition function definition but four partitions are created. The partitions map 
the following value ranges: 

• Value < 2000000 

• Value >= 2000000 and Value < 4000000 

• Value >= 4000000 and Value < 6000000 

• Value >= 6000000 
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Tasks Detailed Steps 

 1. You are now ready to carry on to the next exercise. 

 
 
 

Exercise 2: Create and Examine a Database Snapshot 
Scenario 

Database snapshots use NTFS sparse-file technology to allow the file to be logically any size at all, but physically 
very small. The database snapshot does not make a copy of the entire source database, but instead database pages are 
only copied to the source database when they are changed in the source database. This means that if a database 
snapshot is created on a database that has been completely quiescent since the database snapshot was created, the 
database snapshot will be empty. This is a fundamental point of how database snapshots work and will be 
demonstrated in this exercise. 

 

Pages may also be pulled into the database snapshot during its creation. If there are in-flight transactions in the 
source database when the database snapshot is created, they must be rolled-back in the database snapshot so that it is 
transactionally consistent. We will explore this case in a later exercise. 

 

SQL Server keeps track of which database pages are present in the database snapshot using some internal bitmaps. If 
a query is made against the database snapshot, SQL Server can tell whether it can use the pages in the database 
snapshot to satisfy the query or whether it needs to also read some pages from the source database. 

 

When creating a database snapshot, there must be exactly one file in the database snapshot for each data file in the 
source database. This is because the mechanism to track which pages exist in the snapshot is per-file, and so 
multiple source database files cannot map to fewer database snapshot files. 

 

For a more in-depth and illustrated explanation of how database snapshots work, see the SQL Server 2008 Books 
Online section: 

• Database Engine | Development 

• Designing and Implementing Structured Storage 

• Databases (Database Engine) 

• Database Snapshots 

• How Database Snapshots Work 
 

In this exercise you will examine the source SalesDB database and create a database snapshot with the same number 
of files. You will then use several methods to explore the logical and physical file sizes. 

 

Tasks Detailed Steps 
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Tasks Detailed Steps 

Examine the 
SalesDB database 
file structure. 

 

 

 

 

 

 

1. In Solution Explorer, from the list of projects within the Solution ‘Database 
Snapshots Lab’, find the Scripts project. In the Queries folder in this project double-
click CreateDatabaseSnapshotCreateDatabaseSnapshotCreateDatabaseSnapshotCreateDatabaseSnapshot.sql.sql.sql.sql. 

2. Notice that the script is divided into sections numbered Step 1, Step 2, etc. You will be 
using this script for the remainder of this Exercise. When the instructions say, for 
example, to execute the statements in Step 1 that means you should only execute those 
T-SQL statements between the “** Step 1 Begin **” and “** Step 1 End **” markers. 

3. Execute the statements in Step 1 of the script to get a list of the files comprising the 
SalesDB database. 

4. Notice that the database has five data files – the data file in the PRIMARY filegroup 
plus the four additional files in the new filegroups we created in Exercise 1. This means 
that our database snapshot needs to have 5 data files. 

5. Also note the size of the files – approximately 200MB for the first data file and 100MB 
for each of the secondary data files. 

Create the database 
snapshot. 

The statement in Step 2 of the script is: 

-- Create the database snapshot. 
CREATE DATABASE [SalesDB_Snapshot] ON 
 (NAME = N'SalesDBData', 
 FILENAME = N'C:\Program Files\ 
  Microsoft SQL Server\MSSQL.1\MSSQL\DATA\ 
  SalesDBData.mdf_SS'), 
 (NAME = N'SalesDBSalesDataPartition1', 
 FILENAME = N'C:\Program Files\ 
  Microsoft SQL Server\MSSQL.1\MSSQL\Data\ 
  SalesDBSalesDataPartition1.ndf_SS'), 
 (NAME = N'SalesDBSalesDataPartition2', 
 FILENAME = N'C:\Program Files\ 
  Microsoft SQL Server\MSSQL.1\MSSQL\Data\ 
  SalesDBSalesDataPartition2.ndf_SS'), 
 (NAME = N'SalesDBSalesDataPartition3', 
 FILENAME = N'C:\Program Files\ 
  Microsoft SQL Server\MSSQL.1\MSSQL\Data\ 
  SalesDBSalesDataPartition3.ndf_SS'), 
 (NAME = N'SalesDBSalesDataPartition4', 
 FILENAME = N'C:\Program Files\ 
  Microsoft SQL Server\MSSQL.1\MSSQL\Data\ 
  SalesDBSalesDataPartition4.ndf_SS'), 
AS SNAPSHOT OF SalesDB; 

GO 

Notice that a database snapshot is created with a CREATE DATABASE statement but with 
the addition of the AS SNAPSHOT OF <dbname> option. It is good practice to name the 
database snapshot to indicate that is a snapshot and include both a reference to the source 
database name plus something that gives the date and time that the snapshot was created. In 
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Tasks Detailed Steps 
this case the date and time have been left off because the time cannot be predicted; 
additionally, future exercises will rely on the name we use here. 

Note that the logical name of each file in the database snapshot must match that in the 
source database so that SQL Server knows which file in the database snapshot to use for 
pages from each file in the source database. (Check the output from Step 1 against the 
CREATE DATABASE statement above to make sure this is so). The physical names cannot 
match (these are newly created files for the snapshot) and when specified should include 
something that indicates they are part of a database snapshot (for example _SS or _Snap). 

1. Execute the statements in Step 2 of the script to create the database snapshot. 

2. Notice that the query returns immediately because there are no in-flight transactions to 
rollback as part of creating the database snapshot. In other words, because there are no 
in-flight transactions, it is very easy to grab a current (and transactionally consistent) 
image of the database. 

Examine the sizes of 
the files in the 
database snapshot 
using T-SQL 

There are various ways to examine the logical and physical size of the database snapshot 
files. In this step we will use a join of the sys.dm_io_virtual_file_stats DMV (Dynamic 
Management View) and the sys.master_files catalog view to produce a readable description 
of the files. 

1. In Solution Explorer, from the list of projects within the Solution ‘Database 
Snapshots Lab’, find the Scripts project. In the Queries folder in this project double-
click DatabaseSnapshotFileSizesDatabaseSnapshotFileSizesDatabaseSnapshotFileSizesDatabaseSnapshotFileSizes.sql.sql.sql.sql. 

2. Execute the script. 

Notice that although the logical size of the files in the database snapshot (those with “Sparse 
File” = “Yes”) matches those of the source database (those with “Sparse File” = “No”), the 
physical size of the database snapshot files are only 64 to 192KB each while the physical 
files of the source database and the logical sizes database snapshot are the same. 

Examine the sizes of 
the files in the 
database snapshot 
using Windows 
Explorer 

1. Start My Computer 
From the Windows task bar, select Start | My Computer  
OR  
Press WindowsKey+E 
The WindowsKey does not exist on every keyboard but when it does, it resides between 
the Ctrl and the Alt keys, sometimes next to a Fn key. The icon on the key is usually the 

Windows logo .  

2.2.2.2. Navigate to the following directory: 
 
C:C:C:C:\\\\Program FilesProgram FilesProgram FilesProgram Files\\\\Microsoft SQL ServerMicrosoft SQL ServerMicrosoft SQL ServerMicrosoft SQL Server\\\\MSSQL.1MSSQL.1MSSQL.1MSSQL.1\\\\MSSQLMSSQLMSSQLMSSQL\\\\DataDataDataData    

3. Right-click    SalesDBSalesDataPartition1.ndf_SSSalesDBSalesDataPartition1.ndf_SSSalesDBSalesDataPartition1.ndf_SSSalesDBSalesDataPartition1.ndf_SS and select Properties. 

4. In the Properties window that appears, notice that the Size is 100MB and the Size on 
disk is 64KB. 

5. Do the same for the SalesDBSalesDataPartition1.ndfSalesDBSalesDataPartition1.ndfSalesDBSalesDataPartition1.ndfSalesDBSalesDataPartition1.ndf and notice that the 
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Tasks Detailed Steps 
Size and Size on disk are both 100MB. 

 1. You are now ready to carry on to the next exercise. 
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Exercise 3: Working with Multiple Snapshots 
Scenario

In the previous exercise you created a database snapshot on a quiescent database. In this exercise you will: 

• Examine the effects on database snapshots of source database changes 

• Examine the effect of creating a database snapshot on a database with in-flight transactions 

• Use the revert-to-snapshot feature to effectively rollback transactions that are already committed 

 

Tasks Detailed Steps 

Make changes to the 
Sales table in the 
source database and 
see the effect on the 
database snapshot.  

1. In Solution Explorer, from the list of projects within the Solution ‘Data Recovery 
Lab’, find the Scripts project. In the Queries folder in this project double-click 
MutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshots.sql.sql.sql.sql and 
CreateSecondDatabaseSnapshot.sqlCreateSecondDatabaseSnapshot.sqlCreateSecondDatabaseSnapshot.sqlCreateSecondDatabaseSnapshot.sql. 

2. Execute the statements in Step 1 of the MutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshots.sql.sql.sql.sql script 
to alter 10000 sales records and then compare the records between the source and 
snapshot database. 

3. Notice that all the updated rows in the source database have the new value of 42, while 
the matching rows in the snapshot database have the old values. The pages containing 
the old values were copied to the snapshot database just before they were updated. 

4. Execute the DatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sql script. Notice that the 
SalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SS physical file size has increased from 
64KB to 448KB. This is because database pages have been copied to the snapshot 
database files before being written to disk in the source database. 

As we’ve just shown, the database snapshot always keeps a static copy of the source 
database so can always be used for point-in-time reporting. If the update workload on the 
source database is low then using database snapshots is an extremely space efficient way of 
keeping multiple point-in-time copies of the database.  

Make more changes 
to the Sales table 
inside a transaction 
and examine the 
effect on the 
database snapshot of 
rolling back an 
update transactions 

1. Execute the statements in Step 2 of the MutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshots.sql.sql.sql.sql script 
to alter another 10000 records, but this time in an uncommitted explicit transaction. 

2. Notice again that all the updated rows in the source database have the new value 56, 
while the matching rows in the snapshot database have the old values. 

3. Execute the DatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sql script. Notice that the 
SalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SS physical file size has increased from 
448KB to 704KB. Again, this reflects database pages being copied to the snapshot 
database files before being written to disk in the source database. 

4. Execute the statements in Step 3 of the MutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshots.sql.sql.sql.sql script 
to rollback the uncommitted transaction. 

5. Notice how the first 10000 updated records that were done using an implicit transaction 
remain updated in the source database, but the 10000 records we updated in Step 2 
above now have their original values in the source database. Also notice that they still 
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Tasks Detailed Steps 
exist in their original values in the database snapshot 

6. Execute the DatabaseSnapshotDatabaseSnapshotDatabaseSnapshotDatabaseSnapshotFileSizes.sqlFileSizes.sqlFileSizes.sqlFileSizes.sql script. Notice that the 
SalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SS physical file size has remained at 
704KB. This illustrates a very important point – when a page is copied to the database 
snapshot, it remains there for the life of the database snapshot and permanently 
increases the size of the relevant snapshot file. 

Create a second 
database snapshot 
while an in-flight 
transaction exists. 

1. Execute the statements in Step 4 of the MutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshots.sql.sql.sql.sql script 
to alter a third set of 10000 records, again in an uncommitted explicit transaction. 

2. Execute the CreateSecondDatabaseSnapshot.sqlCreateSecondDatabaseSnapshot.sqlCreateSecondDatabaseSnapshot.sqlCreateSecondDatabaseSnapshot.sql script to create another 
database snapshot, SalesDB_Snapshot2, while the transaction is in-flight. 

3. Execute the DatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sql script. Notice that the 
SalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SS physical file size has increased from 
704KB to1024KB, as expected, and that the physical file size of the new 
SalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SS2 2 2 2 file in the second database snapshot 
is immediately 512KB instead of 64KB. This shows that some pages have been copied 
to the second database snapshot during its creation. 

As explained at the beginning of Exercise 2, pages may also be pulled into a database 
snapshot during its creation. If there are in-flight transactions in the source database when 
the database snapshot is created, they must be rolled-back in the database snapshot so that it 
is transactionally consistent as of the point in time at which it was created. Rolling back an 
update transaction means that the pages affected by the transaction have to be updated again 
to undo the effects of the transaction, and hence pages need to be copied to the database 
snapshot. 

4. Execute the statement in Step 5 of the MutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshots.sql.sql.sql.sql script 
to rollback the uncommitted transaction. 

5. Execute the DatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sql script. Notice that the 
SalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SS and 
SalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SSSalesDBDataSalesPartition3.ndf_SS physical file sizes have remained 
at1024KB and 512KB respectively. This again shows that once a page is copied to a 
database snapshot, it is there for the life of the database snapshot. 

Care must be taken when using database snapshots because all updates to a database are 
reflected in a database snapshot, even ones that are subsequently rolled back. For instance, if 
a 500GB clustered index is rebuilt in a database that has a database snapshot, and then 
cancelled half-way through, the database snapshot has probably grown by around 250GB. 
Pages cannot be expunged from a database snapshot and so if other data in the database 
snapshot is important, you’re stuck with that wasted 250GB of space until the database 
snapshot is no longer needed. 

Examine the effects 
of an update to the 
source database 
when multiple 
database snapshots 

1. Execute the statements in Step 6 of the MutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshots.sql.sql.sql.sql script 
to alter a fourth set of 10000 records. 

2. Execute the DatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sqlDatabaseSnapshotFileSizes.sql script. Notice that both files in 
the database snapshots have grown by 256KB, to 1280KB and 768KB respectively. The 
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exist. pages that were updated have been copied to BOTH database snapshots. 

This illustrates the most important point about having multiple database snapshots – any 
updates that happen to the source database cause pages to be pushed to ALL database 
snapshots that exist. Using the example from above, the cancelled clustered index rebuild 
would cause ALL database snapshots to grow irretrievably by 250GB. Worse still, one of 
the database snapshots could run out of space on the volume where it is located. If this 
happens, updates to the database snapshot will fail, and ALL database snapshots will be 
marked as suspect with no further pages being copied to them. 

 

Use a database 
snapshot to revert 
the source database 
to its original state. 

Apart from point-in-time reporting, the other major use of database snapshots is to revert 
database changes. The changes may be from deliberate testing or could be from accidental 
data deletion. Now we will use one of the snapshots to revert all the changes made thus far 
in this example. 

1. Execute the statements in Step 7 of the MutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshots.sql.sql.sql.sql script 
to revert the source database back to its original state using the first database snapshot. 

2. Notice that the statements fail with an error with a variety of possible causes. In our 
case we know that we have a second snapshot that is causing the problem. 

Msg 3137, Level 16, State 4, Line 2 
Database cannot be reverted. Either the primary or the snapshot names are 
improperly specified, all other snapshots have not been dropped, or there are 
missing files. 
Msg 3013, Level 16, State 1, Line 2 
RESTORE DATABASE is terminating abnormally. 

3. Execute the statements in Step 8 of the MutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshots.sql.sql.sql.sql script 
to drop the second snapshot and attempt to revert the source database again. This tie it 
succeeds. 

4. Execute the statements in Step 9 of the MutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshotsMutipleDatabaseSnapshots.sql.sql.sql.sql script 
to examine all the records we changed in the source database in the previous steps. 
Notice that they have all reverted to their original values from the database snapshot. 

 1. You are now ready to carry on to the next exercise. 
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Exercise 4: Creating a Database Snapshot on a Mirror 
Database 
In SQL Server 2008, Database Mirroring allows you to create a secondary (mirror) copy of a database for: 

1. automatic detection and failover with no data loss in the event of a disaster (synchronous mirroring with a 
witness) 

2. manual failover with no data loss in the event of a disaster (synchronous mirroring without a witness) 

3. manual failover with the possibility of some data loss in the event of a disaster (asynchronous mirroring). 

 

Each of these configurations has different pros and cons but one thing remains the same – the mirror database is 
NOT available to users at all. As a result, a common question asked is “how can we use the mirror for more than just 
disaster recovery?” The answer to this is “create a database snapshot(s) on the mirror database!” 

In this exercise, the following tasks will be accomplished: 

1. Create a mirrored database using scripts created in the Database Mirroring lab. Your Always On HOLs 
DVD includes a lab on Database Mirroring (DVD:\LabManuals\Database Mirroring.doc). If desired, work 
through the Database Mirroring lab after completing this lab. 

2. Attempt to access the mirrored database and see how the mirror is inaccessible. 

3. Create a database snapshot on the mirrored database and access it for reporting and read-only access. 

4. Failover the principal to the mirror and see the impact it has on the database snapshot. 

 

Tasks Detailed Steps 

Start only the 
required instances 
for this exercise. 

1. Start My Computer 
From the Windows task bar, select Start | My Computer  
OR  
Press WindowsKey+E 
The WindowsKey does not exist on every keyboard. Often, when it does, it resides 
between the Ctrl and the Alt keys or sometimes next to a Fn key. The icon on the key is 

usually the Windows logo .  

2.2.2.2. Navigate to the following directory: 
 
C:C:C:C:\\\\AlwaysOn LabsAlwaysOn LabsAlwaysOn LabsAlwaysOn Labs\\\\    

3. Double-click StartSQL4Mirroring.cmdStartSQL4Mirroring.cmdStartSQL4Mirroring.cmdStartSQL4Mirroring.cmd. 

4. After the command file has run you are ready to proceed to setup for database mirroring. 

Setup for database 
mirroring by using 
the scripts and 
content created for 
the “Database 
Mirroring in 
Action” exercises 
in the Database 

1. If open, close SQL Server Management Studio.  

2. Start My Computer 
From the Windows task bar, select Start | My Computer  
OR  
Press WindowsKey+E 
The WindowsKey does not exist on every keyboard but when it does, it resides between 
the Ctrl and the Alt keys, sometimes next to a Fn key. The icon on the key is usually the 

Windows logo .  
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Mirroring Lab. 

 

3. Navigate to the following directory: 
 
C:C:C:C:\\\\AlwaysOn LabsAlwaysOn LabsAlwaysOn LabsAlwaysOn Labs\\\\Database Mirroring LabDatabase Mirroring LabDatabase Mirroring LabDatabase Mirroring Lab    

4. Double-click Database Mirroring LabDatabase Mirroring LabDatabase Mirroring LabDatabase Mirroring Lab.ssmssln.ssmssln.ssmssln.ssmssln. 

5. By opening a solution file (SQL Server Management Studio Solution), you can have a 
group of scripts all centralized for ease of use and management. Once within SQL Server 
Management Studio, navigate to the Solution Explorer window. If this window does not 
appear, you can add this window back into SQL Server Management Studio by using the 
View, Solution Explorer menu item.  

6. From the list of projects within the Solution Database Mirroring Lab, find the DB 
Mirroring in Action project. Double-click TicketSalesDBMSetup.sqlTicketSalesDBMSetup.sqlTicketSalesDBMSetup.sqlTicketSalesDBMSetup.sql. 

7. Set the query window to execute in SQLCMD mode by using the Query drop-down 
menu and then selecting SQLCMD Mode.  

IMPORTANT NOTE: This script will NOT execute unless the SQLCMD Mode is used. 

8. Review, and then Execute this ENTIRE script. Do NOT execute it partially as the 
variables and parameters defined by this script must be defined only once at the beginning 
of the script – in order for the script to succeed. 

9. Execute the script by pressing F5 or clicking the Execute button on the toolbar. 
Executing the script will cause a new pane to be opened in the query window.  In this new 
pane click Messages tab to review the output from the script.  For each connection you 
will see: 

Connecting to (local)\SQLDEV01… 
Disconnecting connection from (local)\SQLDEV01… 

10. Once completed, click Results tab to view the output, verify that you see something like 
the following (but possibly with different server names): 

 

11. Open VerifyDatabaseMirroringState.sqlVerifyDatabaseMirroringState.sqlVerifyDatabaseMirroringState.sqlVerifyDatabaseMirroringState.sql script from the Additional Scripts 
Project. Set the query window to execute in SQLCMD mode by using the Query drop-
down menu and then selecting SQLCMD Mode.  

NOTE: You can make SQLCMD the default mode when opening new queries by changing a SQL 
Server Management Studio option. Use the Tools drop-down menu and then select Options… to 
launch the Options dialog. Single-click on Query Execution and then set the checkbox “By default, 
open new queries in SQLCMD mode”. 

12. Modify the VerifyDatabaseMirroringState.sqlVerifyDatabaseMirroringState.sqlVerifyDatabaseMirroringState.sqlVerifyDatabaseMirroringState.sql script so that the 
VerifyDatabase name is set to TicketSalesDB. This is done by changing line 27 to the 
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following: 

:SETVAR VerifyDatabase TicketSalesDB   
 

To display line numbers, on the menu bar click Tools then select Options. In the 
Options dialog in the leftmost pane expand Text Editor and select All Languages, to 
the right click Line numbers checkbox and then click OK. 

13. Execute the entire script. Make note of the mirroring_state_desc – which should now be 
synchronized rather than synchronizing. 

 

14. Your TicketSalesDB is now setup and in the High Availability configuration of Database 
Mirroring. However, it is not in the High Availability configuration until the databases are 
fully synchronized. 

15. Close SQL Server Management Studio. 

Attempt to access 
the mirrored 
database and see 
how the mirror is 
inaccessible 

1. Start My Computer 
From the Windows task bar, select Start | My Computer  
OR  
Press WindowsKey+E 
The WindowsKey does not exist on every keyboard but when it does, it resides between 
the Ctrl and the Alt keys, sometimes next to a Fn key. The icon on the key is usually the 

Windows logo .  

2. Navigate to the following directory: 
 
C:C:C:C:\\\\AlwaysOn LabsAlwaysOn LabsAlwaysOn LabsAlwaysOn Labs\\\\Database Snapshots LabDatabase Snapshots LabDatabase Snapshots LabDatabase Snapshots Lab    

3. Double-click DatabaseSnapshotsDatabaseSnapshotsDatabaseSnapshotsDatabaseSnapshots.ssmssln.ssmssln.ssmssln.ssmssln. 

4. In Solution Explorer, from the list of projects within the Solution ‘Database Snapshots 
Lab’, find the Snapshots with DB project. In the Queries folder in this project double-
click AccessingMirroredDatabasesAccessingMirroredDatabasesAccessingMirroredDatabasesAccessingMirroredDatabases.sql.sql.sql.sql. 

5. In this script, you will use SQLCMD mode (be sure to enable it – if not already enabled) 
to create connections to both the SQLDEV01 and SQLDEV02 instances – each will try to 
query a table within the TicketSalesDB database: 

 
:CONNECT (local)\SQLDEV01 
go 
 
USE TicketSalesDB 
go 
SELECT count(*) FROM TicketSalesQ4 
go 
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:CONNECT (local)\SQLDEV02 
go 
 
USE TicketSalesDB 
go 
SELECT count(*) FROM TicketSalesQ4 
go 
 

6. The second connection to SQLDEV02 instance fails with the following error: 
Msg 954, Level 14, State 1, Line 2 
The database "TicketSalesDB" cannot be opened. It is acting as 
a mirror database. 
 

There is no magic here; a database mirror cannot be accessed through any specific or special 
commands. The only access to a mirror is from the database mirroring process (to keep the 
mirror up to date) and from database snapshots. 

 

Create a database 
snapshot on the 
mirrored database 
and access it for 
reporting and 
read-only access 

 

1. In Solution Explorer, from the list of projects within the Solution ‘Database Snapshots 
Lab’, find the Snapshots with DB project. In the Queries folder in this project double-
click CreateDatabaseSnapshotOnMirrorCreateDatabaseSnapshotOnMirrorCreateDatabaseSnapshotOnMirrorCreateDatabaseSnapshotOnMirror.sql.sql.sql.sql. 

2. This script is based on the same steps used in Exercise 1; however, because a database 
mirror cannot be accessed directly you will use SQLDEV01 to inspect the number and 
names of the database files and then you will connect to SQLDEV02 to create the 
database snapshot.  

3. Execute the statements in Step 1 of the script to get a list of the files comprising the 
SalesDB database. 

4. Notice that the database has five data files – the data file in the PRIMARY filegroup plus 
four additional files that hold one quarter’s worth of data. This means that our database 
snapshot needs to have 5 data files. 

5. Also note the size of the files – approximately 10MB for the first data file and between 35 
and 76MB for each of the secondary data files. 

 The database snapshot is created in Step 2 of the script with the following command: 

-- Create the database snapshot. 
CREATE DATABASE [TicketSalesDB_Snapshot] ON 
 (NAME = N'TicketSalesDBData', 
 FILENAME = N'C:\Program Files\ 
  Microsoft SQL Server\MSSQL.1\MSSQL\DATA\ 
  TicketSalesDBData.mdf_SS'), 
 (NAME = N'TicketSalesFG2005Q1', 
 FILENAME = N'C:\Program Files\ 
  Microsoft SQL Server\MSSQL.1\MSSQL\Data\ 
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  TicketSalesFG2005Q1.ndf_SS'), 
 (NAME = N' TicketSalesFG2005Q2', 
 FILENAME = N'C:\Program Files\ 
  Microsoft SQL Server\MSSQL.1\MSSQL\Data\ 
  TicketSalesFG2005Q2.ndf_SS'), 
 (NAME = N' TicketSalesFG2005Q3', 
 FILENAME = N'C:\Program Files\ 
  Microsoft SQL Server\MSSQL.1\MSSQL\Data\ 
  TicketSalesFG2005Q3.ndf_SS'), 
 (NAME = N' TicketSalesFG2005Q4', 
 FILENAME = N'C:\Program Files\ 
  Microsoft SQL Server\MSSQL.1\MSSQL\Data\ 
  TicketSalesFG2005Q4.ndf_SS'), 
AS SNAPSHOT OF TIcketSalesDB; 

GO 

1. Execute the statements in Step 2 of the script to create the database snapshot. 

Access the 
database snapshot 
on SQLDEV02 

1. In Solution Explorer, from the list of projects within the Solution ‘Database Snapshots 
Lab’, find the Snapshots with DB project. In the Queries folder in this project double-
click AccessingSnapshotOnMirrorAccessingSnapshotOnMirrorAccessingSnapshotOnMirrorAccessingSnapshotOnMirror.sql.sql.sql.sql. 

2. In this script, you will use SQLCMD mode (be sure to enable it – if not already enabled) 
to create connections to both the SQLDEV01 and SQLDEV02 instances – each will try to 
query a table within the TicketSalesDB database: 

 
:CONNECT (local)\SQLDEV01 
go 
 
USE TicketSalesDB_Snapshot 
go 
SELECT count(*) FROM TicketSalesQ4 
go 
 
:CONNECT (local)\SQLDEV02 
go 
 
USE TicketSalesDB_Snapshot 
go 
SELECT count(*) FROM TicketSalesQ4 
go 
 

3. The first connection to the SQLDEV01 instance fails with the following error: 
Msg 911, Level 16, State 1, Line 2 
Could not locate entry in sysdatabases for database 
‘TicketSalesDB_Snapshot’. No entry found with that name. Make 
sure the name is entered correctly.  
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This is also fairly obvious in that a database snapshot can only be access on the instance on 
which it is created.  

 

Failover the 
principal to the 
mirror and see the 
impact it has on 
the database 
snapshot 

1. In SQL Server Management Studio in the Object Explorer window, click Connect and 
select Database Engine in the Connect to Server dialog verify the following then click 
Connect: 

 Server type: Database Engine 
 Server name: (local)\SQLDEV01 
 Authentication: Windows Authentication  

2. In the Object Explorer window expand Databases then right-click on the 
TicketSalesDB (Principal, Synchronized) database and select Properties. 

3. In the Select a page pane of the Database Properties - TicketSalesDB dialog, click 
Mirroring, then click Failover to initiate the failover. 

4. On selection, a Database Properties message box will appear stating: 

 

5. Click Yes to confirm the failover. 

 

Reattempt the 
execution of the 
script 

1. Re-execute the AccessingSnapshotOnMirrorAccessingSnapshotOnMirrorAccessingSnapshotOnMirrorAccessingSnapshotOnMirror.sql.sql.sql.sql    script. 
2. The behavior is exactly the same – the first connection to the SQLDEV01 instance fails 

with the following error: 
Msg 911, Level 16, State 1, Line 2 
Could not locate entry in sysdatabases for database 
‘TicketSalesDB_Snapshot’. No entry found with that name. Make 
sure the name is entered correctly.  
AND – the select against the snapshot on SQLDEV02 continues to work. At this point, you 
have a database snapshot on the principal and users have no interruption to their queries, etc. If 
this is a short-term failover and the intent is to failback, you might decide not to take any 
action. If this is a planned failover or a potentially long switch, you might want to drop the 
snapshot on the Principal and recreate the snapshot on the mirror (to offset the work and 
continue to use the mirror for reporting – by way of the database snapshot on it). 
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 1. You have now completed the database snapshot lab. 

  
 


