SQLHOL22: SQL Server 2008 Table and
Index Partitioning Hands-on Lab
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Lab Introduction

Objectives After completing these self-paced labs, you willdise to:

The goal of these hands-on lab  Understand appropriate uses for Partitioning
materials is to get an o
understanding of when to use one Create, setup and manage partitioned tables

of the more advanced features of . . . .
SQL Server 2008: Table and Index Read execution plans to see when a partitionedbigjdeing

Partitioning. accessed as well as understand which partitionseang used

_ o Create indexes on partitioned tables
The intent of these exercises is to

provide you with best practices and Understand when constraints are required withititpared
implementation details for SQL tables

Server 2008. As with all software

development projects, your Effectively switch data in and out of the partitazhtable
production environment may differ scenario

from this build and this )

environment. Be sure to design, Use the SQL Server Management Studio (SSMS) to geana

implement, and test your final solutions and projects
architecture extensively to minimize . .
downtime and data loss. Use SQL Server Management Studio to modify andugeec

SQLCMD mode scripts
For the latest details on SQL

Server 2008, please visit Usg SQL Server Management Studio to execute quanes
http://www.microsoft.com/sqli2008/ Feview their plan of execution

Prerequisites Experience with Administration and Optimizationkasn SQL
Server 2000 or SQL Server 2005

Experience with the SQL Server 2005 Tools or SQiv&e
2008 Tools is very helpful

Familiarity with the Transact-SQL language
Desire to sink your teeth into SQL Server 2008!

Estimated Time 75 minutes
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Virtual PC Configuration and Setup
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Login to your VPC image.

To access the login diadaghe VPC, use Right-Alt + Del and then logiram

with a password of

# b ? &
? 2 &
& $ % (# &
F
G ! H4 /1 F
Customize the page file
2 I % I 62
& /% 2 1& > ,&. AB
%)( s 2 & ; $ 2 (
I G ! I * +
> | < =
> ' 2 3 G ! &
# $ %
Customize your Page File Start theControl Panel, Systemapplet.
settings. From the Windows task bar, select Bgart | Control Panel | Systemmenu item.
2. Inthe System Properties dialog, select the Advaiab.
3. InthePerformancesection, click th&ettings button.
4. In the Performance Options dialog, select the AdednTab.
5. IntheVirtual Memory section, click th&€hangebutton.
6. Select theSystem managed sizeadio button in the Virtual Memory dialog. This
radio button is in th&aging file size for select drivesection.
NOTE: Drive C: will be selected as it is thiv@alyailable to our VPC.
7. SelectSet.
8. Click OK andcontinue to click OK as you exit the Control Par®tstem dialogs.
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Tips on how to successfully complete the lab exerci ses

IMPORTANT

For best results, read the Tasks column and iteded notes first. Then proceed to follow the

detailed steps for step by step instructions ont\whwgerify, review, execute, etc. Please chec
off steps as you complete them and execute stepe iarder in which they are listed. As a be
practice, read the entire step, think about whigtmieant to accomplish and then execute it.
There are numerous steps that you do NOT immedliatecute and instead may have you
review and/or alter what you might expect your nalrbehavior to be in order to show you a
new feature or two. There are lots of notes altwveguay, all of which give you insight into
special features, cool tips and often best pratits not a speed contest to finish first. Take
slow, review the steps and you’ll get a lot moré afuyour workshop experience.

Finally, as the complexity of the exercise incresasee need to follow steps in a certain order
also increases. Some exercises may fail if stepmassed and worse yet, other exercises mig
require you to start over if/when steps are missed.

Consider using a pen/pencil to mark off steps asyou complete them. Additionally, consider
taking a step back from each step to think about what you're trying to accomplish. This
will help to minimize errors and increase learning as you may be ableto predict certain
steps and/or think of additional thingsto test and learn!

A

t

"2

ht
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Lab Exercises

Background

The concept of partitioning is not new to SQL Se2@08. In fact, forms of partitioning have beersgible in every
release. However, without features to aid in cnegagiour partitioning scheme, partitioning it isesftextremely
cumbersome and underutilized as the design is mé&stood by users and developers unfamiliar wighdisign.
Beginning in SQL Server 7.0, Microsoft has beemi§igantly improving the features related to paotiing and
SQL Server 2005's release made the largest advances

In that release, SQL Server simplified partitionf®rboth developer and user — in mind. Some ofpdormance
and manageability benefits relate to managing lillng window scenario. More specifically, sometlé major
benefits are:

1. Load data into a new partition of existing partita table with minimal disruption in data accesthin
remaining partitions

2. Load data into a new partition of existing partital table with performance equal to loading theesdata
into a new empty table

3. Delete portion of a partitioned table minimally iagting access to the rest of the table

4. Perform various maintenance operations on pertjpartbasis by rolling partitions in and out of the
partitioned table

5. Simplify design of large tables that need to beifdaned for performance purposes

6. Improve performance over all previous releasepéotitions

For more information, please read the SQL ServebZ®artitioned Tables and Indexes whitepaper on NISD
written by Kimberly L. Tripp.

Objectives

After completing this lab, you will be able to:
Understand the scenarios for which you would use partigonin

Understand the requirements of partitioning
o Partition Functions — Define the partition boundaries.

o Partition Schemes — Map the partitions to physical filegsawithin the database. A Partition
Scheme always references a Partition Function.

Understand Range Partitioned Scenarios, specifically managisdidiveg Window Scenario

Setup

For all exercises, the instance used is:

Instance = (local)\SQLDEV01

To start the required resources needed for thisutabensure that your VPC is not running unnecgssarances
(and therefore wasting valuable resources), exabatéollowing batch file:
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# $ %

Start only the 1. StartMy Computer
required instances for From the Windows task bar, sel&tart | My Computer
this exercise. OR

PressWindowsKeyE

TheWindowsKeyoes not exist on every keyboard. Often, wheoésit resides
between the Ctrl and the Alt keys or sometimes t®atFn key. The icon on the key is

usually the Windows log L

Navigate to the following directory:
I

Double-click " #

4. After the command file has run you are ready taeed to Exercise 1

Scenario

There are many exciting features related to paniitig, this lab exposes many of them. Expected tor@mplete
the entire lab — while reading documentation, s ylou can grasp all of the concepts fully — isButes. If you
continue the lab with reading the whitepaper aretating the 6 scripts associated with the whitepagehours.

Primary Use:Data Archiving and Mixed OLTP/Decision Support 8agos

Biggest Benefit to SQL Server 2008 Partitioninghe ability to “switch out” old data and “switch"inew
data — extremely quickly. Range partitions are bdsn data access is typically decision supported
over large ranges of data. In this case, you qageifically where the data is located so that dhéy
appropriate partitions are accessed when necegsdditionally, as transactional data becomes
available you will want to add that data in — eaaihd quickly.

Lab Scenario:For this scenario you will define partitions basedcalendar quarters (first quarter is January
through March, second quarter is April through Jwate.) using a range partition. This is most
appropriate for decision support scenarios wheta aecess is focused to specific time periods or
mixed environments where data pattern usage varissnot a requirement of partitioning that the
boundaries be equally spaced, nor do they havaltwf a specific pattern, such as months or qusuter
However, for this lab and for simplicity, this tset pattern that will be used.

Lab Scenario

You are the database administrator forAldeentureWorks database. You manage @rders table and the
performance has suffered over time. Managing theecbrange of data for decision support has beddiffieult as
the table has become larger. You want users to hesess to one year of order information yet dajetie old
data, inserting the new data and rebuilding indekass overall access to the table for more than8s. You
decide to use range partitioning to improve the ag@ment of data and performance.

In the first part of the exercise, you decide tdifian the table for decision support operatioasdd on specific
date-based quarters to improve manageability (ngpdata in and out of the table) and performancettiis lab
scenario, the one year’s worth of data will cover tour calendar quarters starting with third geraof 2003
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5

(OrderDate >= Jul 01, 2003) through end §fQuarter 2004 (OrderDate < Jul 01, 2004). In th&t fiart of the
exercise, you will define and configure your Pastied Table scenario and in the second part oéxeecise, you
will begin to understand Range Partition Managemienthe second half, you will see how partitions managed

when data needs to be removed (the older datad-gharter of 2003) and new data needs to be afddesew data

— third quarter of 2004). Regardless of the amofidata moving in and out of your partitioned tabhhkgou can
management these changes effectively.

#

%

Open the Partitioning
Scripts solution —
which contains all 10
scripts needed to wor
through this lab as
well as the whitepape
exercises.

1. From the Windows task bar, sel&tart | All Programs | Microsoft SQL Server
2008 | SQL Server Management Studio

2. WhenSQL Server Management Studicopens, you are prompted to connect. In th
Connect to Serverdialog, enter the following connection properéesl then click
Connect

Server ype: Database Engine
Server nameflocal)\SQLDEVO01
AuthenticationWindows Authentication
3. Select thekile | Open | Roject/Solution menu item. Navigate to the
! " directory.Select
#$ and clickOpen.

4. Once open irsQL Server Management Studip navigate to th&olution Explorer
window. If this window is not open, selegblution Explorer from theView drop-
down menu.

5. IntheSolution Explorer window, notice that there are three projects ie solution.
The solution is titled: Solution #$ % %and the three projects
aretitled: ! # $ & &" (BW #B )

* 4 ((+H(# ( . For these exercises, you will focus on the prtajded:
T #3 .
6. Under the Queries section of the Lab Scripts ptoprmuble-click on the file titled:

#9$ - (/0 0 to open this into a query window.

Create filegroups and
files on which the
future partitioned
table will reside

Note: the files will be placed in the AdventureWssubdirectory on drive C:\. In most
production environments, these files would be qasate hard drives. For this exercise
and for simplicity, all files will be placed in thidirectory. However, this directory does n
exist. In the first part of this script, you wikkecute the section labeleldab Setup: Step
Oneto create this directory. To successfully exethi® command, you must be in
SQLCMD Mode.

1. Change to allovBQLCMD Mode, if not already set. SeleSQLCM D Mode from
theQuery menu or select thEQLCMD Mode button on the toolbar. Notice how
some lines appear highlighted in gray. This siggita SQLCMD command.

2. Highlight andExecutethe complete !!mkdir line iISQLCMD Mode.

'mkdir C:\AdventureWorks
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AlwaysOn HOLs

ot



,%

$ %

Once the directory is created you can create tbe dind filegroups. For this lab, the
filegroups are named based on the data they wil. idowever, in many “rolling range”
scenarios you will want to reuse the same filesfdegroups and just cycle through them
— always keeping the same files/filegroups but ghanwhat data resides in them. If thaf
the case, you will want to use generic naming catigas for the filegroups and files. To
better see what data resides where and to showgmameant with new files and filegroups
(for each quarter), specific date-related namekhgilused for both the files and the
filegroups.

3. Create four filegroups that will later hold the fiteons of your partitioned table.
Executethe next section of the script to create foumfitaips:

1+ 213+  4(I(5
22 *46 7 899: ;
6

1+ 213+  4(I(5
22 *46 7 899:";
6

1+ 213+  4(I(5
22 46 7 899" ;
6

1+ 213+  4(I(5
22 *+6 7 899" ;
6

A filegroup is only a name to a location within @tabase. The physical location of the d
within a filegroup is based on the files that aithim a filegroup. A file can only be in one
filegroup but a filegroup can have many files. Whefilegroup has many files, space is
allocated to objects by using a “round-robin” aifon and essentially these files will be
proportionally filled over time — yielding bettezgource utilization for larger objects —
especially when not partitioned. When using a pangd table strategy, it is more likely
that each patrtition reside in one file as no sipglgition will warrant multiple files.

4. Create one file in each of the four filegroups. é&xe the final section of the script tg
create these files:

1+ 213+  4(/(5

22 *+
<=>+ ?7=@ . (@ &
F =>4 ?=@ 4(/(5 .( A@ &
*B+ ?7C>3&
>)*B+ 7 99>3 &
J+6 "1 ?7C>3D
1 *46 7 899: :;
6

1+ 213+  4(I(5

's

ata

D

22 *+
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# $ %

<=>+ ? =@ . (@ &
F4=>4+ ?=@ 4/(5 .( A@ &
*B+ ?7C>3&
>) *B+ ? 99>3 &
F46 "1 ?C>3D
1 *+6 7 899: "
6

1+ 213 + 4(/(C 5
22 x4+
<=>+ ?=@ . (@ &
F =>4 ?=@ 4/(5 .(¢ A@ &
*B+ 7C>3&
>)*B+ 7 99>3 &
F+6 '1 ?C>3D
1 *+67 899" ;
6

1+ 213 + 4(0/( 5
22 *+
<=>+ ?7=@ . ("@ &
F = >+ ?=@ 4/(5 .(" A@ &
*B+ ?7C>3&
>)*B+ 7 99>3 &
*+6 '1 ?C>3D
1 *+6 7 899" ;
6

Verify that your AdventureWorks database has tmese filegroups and files and that
they're all of the appropriate size. In tObject Explorer window expandatabases
right-click AdventureWorks and selecProperties

5. Execute the final batch to review the file anddii@up properties:

7+ 4(/( 5
$E ($A (
6. Closethefile:#$ - - (/B ®
Add a newOrders In order to compare plans and differences betwegtitipned and non-partitioned
table — for testing and tables, a copy of a subset of data will be createdsimple non-partitioned table.
comparisons between There is nothing new to SQL Server 2008 aboutdbipt — it is solely to create a
partitioned and non- copy of data and make some interesting modification later examples.

partitioned structures
1. UnderQueriessection ofLab Scripts project, double-click# $ -

(cCo 0

2. Inthequery window, review and theftxecutethis script. You should have 2748
rows in the nevDrders table.
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3. Close the file:# $ (ww o 0
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Understanding Partitioned Tables Using a Date Range

In this exercise, you will create a range partitionction, a partition scheme, and a partitionddetaOnce created,
you will load data into the table, add a clustdretex and get a feel for how the query plans diffetween
partitioned and non-partitioned tables.

Understanding the concepts — Range Partition Funain

The first step in partitioning a table is to specify thecfiom that you will use to designate how the rows will
be directed to the partitions. A range partition always cahersomplete range of possible data values — from
negative infinity to positive infinity. Because of this, @vhyou specifyy boundaries, your partitioned object

will have n+ 1 partitions.

In a partition function, you need to define the boundargtgoin this scenario, four filegroups have been
created. Each filegroup will store one calendar quarter ddtbers data. If four boundaries are used, then
five partitions will be createdr{ore on this coming Qp

In the range partitioning syntax, there are two ways to jpartitata — LEFT or RIGHT. Specifying LEFT or
RIGHT determines whether or not the boundary conditi@migpper boundary or a lower boundary — in the
first or second partition. In other words if the firsfwe (or boundary condition) of a partition function is
20031001 then the values within that partition will be:

G +G
2 KL %% ,%%,
2 M %% ,%%,
G 4>A
, 2 K %% ,%%,
2 LM %% ,%%,

If you are using a datetime data type remember that a date withenonplies a 0 time of 12:00am. If LEFT
is used with this type of data then you'll end up with O&2:00am data in thé'partition and the rest of Oct
in the 29 partition. Logically, it is best to use beginning valugistite second partition set) with RIGHT and
ending values (of the first partition set) with LEFT. Theee following clauses credtientical partitioning
structures — for data:

SQL Server 2008
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The datetime data type adds a bit of complexity here but we neeakosure we setup the correct boundary
case. Notice the simplicity with RIGHT — this is easier agi#fault time is 12:00:00.000am. For LEFT there
is added complexity due to the datatime datatype. The reasorB31h@i59.99MUST be chosen is that
datetime data does not guarantee precision to the millisecwmteladl datetime data is precise tortbarest
timetick (3.33ms). In the case of 23:59:59.999 this examgtick is not available and instead the value gets
rounded to the nearest timetick which is 00:00:00.000 Q1@30000am) of the following day. With this
rounding the boundaries will not be defined properly. daietime data you must use caution with millisecond
values.

Also notice the partition is based on thederDate column yet the partition function does not specify the
name of the column, only the data type. The range partitiartiéumwill be namedrderDateRangePFNand
will be defined using RIGHT. Because of the simplicity inimiefy RIGHT-based partition functions, RIGHT
is preferred.

I"#$%18/%()

*o+ * 00 1%,-#!-"I1+  -#I#/0 !

As you work through the split and merge exercises the refsotiese best practices will be called out
explicitly, but for now — understand these best practices:

Always enter a boundary point for each partition you wanteate, this will create n+1 partions
When creating a RIGHT PARTITION FUNCTION always use thedoboundaries of your data

partitions
When creating a LEFT PARTITION FUNCTION always use the ujpoeindaries of your data
partitions.
# $ %
Create the Partition | 1. IntheSolution Explorer window, undeiQueries section ofLab Scripts project,
Function — that will double-click:# $: = - (( (o 0
later be used by the

2. Inthequery window, review and theBxecutethe first part of this script — just to

Orders table create the partition function:
+ 1+ 1*1* = T=1*=
(2 ( (= < (( D
=6+ *6 1 . 7+
<
@ 99:9F9 @ &
@99:9@ &
@9999@ &
@ 99"9"9 @ D
6

NOTE: Make sure you change database conteAtwentureWorks first!
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Understanding the concepts — Partition Scheme

A partition function only defines logical boundagints, not the specific location on which the jians should
reside. A partition scheme maps the partitionshigsizal locations — specifically filegroups — ofuralatabase. If
you created a patrtition function with four boundppoints then you will have a portioned object wiitte partitions.
Remember, a partition function must cover the entinge from negative infinity to positive infinity

Because of the best practices used above, youtigrafunction will not cause record relocation wheata is
moved in or out of your partitioned object. As #lfier best practice, one of your partitions wilingn empty. If
efficient data management in the sliding windownse® is desired, then a LEFT-based partition fiomctvill end
up with an empty partition on the far right and I&RT-based partition function will end up with ampty partition
on the far left. This will ensure that no rows move

There is no need for a special locatfon thefilegroupthatwill remain empty For the empty partition, you can use
the Primary filegroup.

# $ %
Create the Partiton | In # $: = - (( (o 0 , review and execute the second
Scheme — that will part of this script — just to create the partittmmeme, note that comments (shown in

later be used by the (( ) have been excluded from the code shown here:
Orders table

+ 1+ 1*¥1* = +>+ (2 (#((
1*1* = (2 ( (.=
1 <8 *> G; & 899::; & 899: " &
899" : & 899" ; D
6

Understanding the concepts — Partitioned Table

Once the partitioning function has defined the skets, and the partitioning scheme has defined wdathsets
target which filegroups, you can create the parigid table. To create a partitioned table the tafust include a
column with the data type used in the creatiorhefgartition function. The ON clause defines whpalntitioning
scheme this table usedrderDatePSchemg and the column of the table that dictates ropwadition (a.k.a.
scheme) location.

Because partitioned objects rely on the first (IGRT-based partitioned objects) or last (in LEFTsé&é partitioned
objects) partition to be empty, it's also a goodgice to restrict your data to enforce this propeZonstraints on
the based table are not required for partitionbtetato work; however, they can ensure both daémiity as well
as better management if the data is restrictedephppl he “current” version of the table will stodata from 2003
Q3 to 2004 Q2. To enforce this, a check constmaithbe added to th©rderDate column.

# $ %

Create the 1. n#%: = - (( (i o 0 , review andexecutethe next
Partitioned Table, section of this script — just to create the pamti&id object OrdersRange
load the data and
verify the row + 1+ 13+ 4(/(5 8!: 8 (
locations using new <
partition functions 8 (*2;8 ; =1 =7 &

8+$ ((*2;8 ; =7 &

8( *2;8 ; =7 &

81, ;8 (; =7 &

8.( ;8 (; =7 &
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$ %
8M :8 (; 7 &
8 /;8 ; 1 =7 &
8(4 =/'(;8 ; =7 &
8> A(2 (8 ( ( =7 &
8 $>( *2; =7 &
8 $2 (;8 ( ( =1 =7 &
8 (2(G8 (G =1 =7
=1 *=1 G
+H <8 (2 17 @ 99:9F9 @
=2 8 (2 ¢ J @ 99"9F9 @ D&
81 2/(;8 (; =
D
6= (2 (#(( < (2( D

2. Executethe next section of this script to load data ih@OrdersRangetable by using
INSERT...SELECT from the previously creat@uders table:
*=+1 *=1 (
++1 8 (*2;

8+$% ((*2;

8( *2;

81, ;

8.( ;

8/m ;

8 /;

814 =/(;

8> A(2(

8 $>( *2;

8 $2 (;

8 (2

81 2/(;

(

Ro Ro Ro Ro Ro Ro Ro Ro Ro Ro Ro Ro

>
6

To aid in determining where data resides, a newtfan was created. The breakdown of
this function is that you add$ to the partition function name

Al# <4 /(D and then you pass in a value. The value is exd@gainst the
partition function and the result is the partitimber.

3. The data has been loaded into the partitiexecutethe next section of this script to
show eaclOrderDate and the partition number on which the row resides.

++1 (2 &
K$ (2 ( (= < (2 D
@ =@
>
2+ 3G (2 (
6

4. In addition to seeing the partition for each indival row, the next section of this script
will show the row count in each range as well &srttin and maxXrderDate for each

partition.
K$ (2 ( (=

< (2 ( D

++1
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# $ %
@ @

& < (2( D @ (2(@

& < (2 D @, (2(@

&#/ <D @ * @
> (|
67 3G K$ (2 ( (= < (2 ( D
2+ 3G

6

Get an understandin
of how to read
showplan for
partitioned and non-
partitioned tables.

j When accessing a partitioned object you will seadditional “join” step which brings
together a “constant scan” with some form of taaleess against the partitioned table. Thi
is not an expensive join but instead the join ofolipartitions should be displayed along
with the table access. If you want to determineciwhi and how many — partitions are goi
to be returned, use the properties window.

Note: In the November CTP for which this lab hasrbapdated, the constant scan part o
the plan has been removed. It will be put backraf@i the next CTP. For the time being,
ignore all references to it in the text and diagsdrelow.

1.

Turn on thenclude Actual Execution Planoption in theQuery menu. After running
the next set of queries this will add an additiaahl labeledExecution Plan In the
Execution Plantab, you will see information regarding both thgital and physical
operations performed to gather the data requestes.can give you great insight into
how SQL Server is performing when multiple statetaeme executed as well as whe
much of the relative cost is in performing certaperations. However, for these next
few steps we’re concerned mostly with how to rdwd & partitioned object — and hoy
many partitions — was accessed.

Execute BOTH of the next queries in the scriptead the entir©rders and
OrdersRangepartitioned tables. Albeit, not very exciting giesrand certainly not
optimized queries however, in a scan all data —adlngiartitions — must be accessed.

++1 L.> (
++1 L.> ( (

6

Review theExecution Plantab and make sure that tReoperties window is showing.
If the Properties window does not appear, sel@bperties Window from theView
drop-down menu or press F4.
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Get an understanding
of how to read
showplan for
partitioned and non-
partitioned tables.

In theExecution plantab, what's interesting to note is that fr@perties window
gives more details than just “mousing” over theaas icons — but try both options.
Place your cursor over the Table Scan clause dsawelick on it to populate the
Properties window. In theProperties window notice the Partition ID entry of
Ptnlds1004 — this relates to the Constant Scarptrditipates in the “join” with the
Table Scan.

Use your mouse to hover over the Constant Scanhemdclick on it to produce the
properties for the Constant Scan operation. Y@&# three primary items of interes

Actual Number of Rows= 4

Output List = Ptnlds1004

Values=(Scalar Operator((2))), (Scalar Operator((3®xdlar Operator((4))),
(Scalar Operator((5)))

These items show that information regarding 4 pans (partition numbers 2 throug
5 — remember, that the first partition is emptyd going to be returned as output to
intersected with the table.

t:

>
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Create Clustered
Indexes on both tables
to determine the
changes and impact ta
the execution plan.

In general, a table is typically more optimized witlee table is clustered. Many of the
best clustered indexes are those that help to wepgaery performance, minimize
fragmentation and offer benefits to certain typetable access. In a range partitioned
table scenario (which is date-based), you typidadlye an ideal clustered index by
clustering on your partitioning key. If you clustey partition key alone then there are
some negative side effects. Internally the clustekiey must be unique — if you were to
create an already unique clustering key then thigldveliminate some overhead on
INSERT/UPDATE and disk space. An ideal clusterieg kvould be on th®rderDate
andPurchaseOrderID columns. Since the clustered index will define hbes data is
stored, it must be created on the partition scheme.

6.

Executethe following part of the script to create a clwetl index on your partitione
table:

+ 1+ 71+ +2 *=2+) ( (*
= (_( < (2( & (*2 D
= (2 (#(( < (2 D

6
For comparisong:xecutethe following part of the script to create a samiindex on
the non-partitione@®rders table:

+ 1+ 71+ +2 *=2+) ( *
= < (2( & (2D

SQL Server 2008
AlwaysOn HOLs




%

= 8 *> G;

8. Execute the following two queries and in theecute plantab examine the query
plan.

As you may have expected, there is no differendbéarplans generated on this execution versusxiseugon
where the tables did not have clustered indexesryiving about these two executions (number ofitpars,
relative costs, etc.) should be the same as itoefme the clustered indexes were created (reltdiiee batch) and
their results are the same. The only differendbasthe clustered index defines the order of tita do instead of
seeing “table scan” you will now see Clustered insiean.

However, this example does show an important mhiout the creation of an index over a partitiorsdde — its
simplicity. Once a table has been partitioned, iyeract with it just as you would a regular tafifeterms of
indexes). Instead of having to create 4 indexes {oneach partition) the partitioned table dictatee data which in
turn dictates multiple partitions. Ti@rderDatePSchemedoes not need to be specified because the cldstetex
IS the data and therefore needs to follow the sssheme as the table unless you want to chandeyd@ulwere to
specify a different partition scheme or a non-piaried filegroup destination for the clustered dgou would
effectively be either changing the partition schemereating a non-partitioned table.

9. Closethefile:# $: :: (¢ (o 0]
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Understanding the concepts — The Sliding Window Soario

Each month, when new data becomes available — you need to lnirmgybur large table. When this is a

single table, the process of updating indexes during thecteades poor performance and significant
fragmentation. To optimize the load process, you will woitk & separate table instead. This “table” — really

a partition in disguise — will be loaded and manipulated iedéently of the partitioned table, effectively
preparing it to become a partition of the existing partitictaéte. Once ready, you will “roll” the scenario of
dropping the old data (Q3 of 2003) from the partitioredalet (a.k.a. — the data to be archived) and then add the
new partition in (Q3 of 2004).

Currently, the range partitioned table has datenfE@3 2003 through Q2 2004. For this example, wepriicess the
new quarter’s data (Q3 2004) and then simply switeh‘work” table into the partitioned table asatfion. When
switching partitions you will find it's a fast press as only metadata is changed — row locatiortedode location is
not changed!

# $ %
Build a location for 1. IntheSolution Explorer window, undeQueries section ofLab Scripts project,
the new data to move double-click: # $" ™ - (# O 0

into — effectively a
staging “in” location —
without disrupting the
current (and active)
OrdersRangetable.

2. Inthequery window, create a filegroup into which this datdl e loaded and where
the data will reside.

1+ 213+  4(I(5
22 X467 899" :;
6

Important Concerns: Depending on filegroup size and the impact you viarybur
current data set, you have a few options for howymceed with the switch in and out of
data. You could get rid of the old data first ahdrt reuse the existing filegroup for the
new data coming it (but then you’d want to havedus®re generic file and filegroup
names) or you can create a new location withouginguthe existing file and filegroup.
The pro to the latter approach is that we don’dneewait for file creation time. The con
to the this approach is that we’d need to remoeajtiarter before we load the new quarter
which means that there would be a window (possitieite large one) where the
“window” of data includes only 3 quarters and moiirf Because of features in SQL Server
2008 - including instant initialization — the “waitme for creating files — even large files
— should not be significant. However, your SQL emust be configured to support
instant initialization as it is not enabled by défa

3. Add a file to the filegroup — following the samettean you used earlier:

1+ 213+  4(I(5

22+
<=>+ ?7=2@99":@ &
K= >4+ ?=@ 4(/(5 99": A@ &
*B+ 7C>3&
>) *B+ ? 99>3 &
F+6 '1 ?C>3D
1 *+6 7 899" ;
6

Important Concerns: Different quarters with more or less data mussiked
appropriately and you should always pre-allocagesihace so that time is not wasted
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through autogrowth. Additionally, you will want tbefiles to be on different hard drives
However, for the purposes of this lab — and forpdicity — drive C:\ is going to be used.

4.

Next, you will create a separate non-partitiondsdetén which to hold the data that
will later become the new partition to the partital table. This table MUST have th
EXACT structure and clustered index of the tabk thwill become a partition of.
Additionally, to ensure a fast “switch” constraimt® required in order to restrict thig
table’s data to only the range which will be usethin the partition. For optimal
performance we will create the table, populateithwata, and then create the
clustered index.

+1+ 13+ 4(/( 5 81!; 8 ( 99"
<

8 (*2;8 ; =1 =7 &

8+3$ ((*2;8 ; =7 &

8( *2;8 ; =7 &

81, ;8 (; =7 &

8.( ;8 (; =7 &

81 ;8 (; =7 &

8 /,;8 ; = =7 &

84 =/1(;8 ; =7 &

8> A(2 (8 ( =7 &

8 $>( *2; =7 &

8 $2 (;8 ( ( =1 =7 &

8 (2(8 (G =1 =

=1 *=1 (199":> 2 (

+H < (2 ¢ 7 @ 99"9F9 @ D&

81 2/(;8 (; =
D = 899"
6
1+ 13+ 4(/(C5 81!; 8 (99"
22 =1*=1 ( 99":>,2 (

+H < (2 ( J @99"99 @ D

$ (( '( 99"

11%

*=+1 *=1 4(/(C5 81!; ( 99":
++1 8/# ( (*2
&  8+$ ((*2;

& 8( *2;

& 81, ;

& 8.( ;

& 811

& 8 [;

& 8@ =Y;
& 8> A(2 ¢
& 8 $>( *2;
& 8 %2
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& 8 (2
& 81 2/(;
> 40/( 5 | # 1# ( (((
"+ + ( 17 @ 99"9F9 @
= (2 ( J @99"99 @

T V(L/L 4 ( (#]((
A M

) (99" *

+ 71+ 42 *=2+
2 ( & (*2 D

+1
= (99": <
= 899"

6

Important Concerns: Depending on how many rows may or may not meetomstraint
requirements (this depends a lot on the validitthefdata source), you might want to loa
the data, clean it up, then add the constrainttlagd create the clustered index.

Also, at this point the new data is ready to beitved” in. However, if you want to
minimize the time between switching the old dathand the new data in (in order to
always maintain as close to one year of data asifge¥ you might want to prepare to
“switch” out the old data first.

1d

Build a location for
the old data to move
to — effectively a
staging “out” location.

For switching partitions out you MUST have a tabith the EXACT same definition and
clustered index created on the same filegroupepdrtition you are switching out of the
partitioned table. In this case we're going to stvibut Q3 2003 — which is on filegroup
2003Q3

1. Create the staging table on the appropriate filggro
+ 1+ 13+ 4(/(C 5 81!; 8 ( 99:;
<
8 (*2;8 ; =1 =7 &
8+3% ((*2;8 ; =7 &
8( *2;8 ; =7 &

1C0Cr 40 ¢ (#1((
A M
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# $ %
+ 1+ 71+ +2 *=2+) 99:: *
= (99 < (2 ( & (*2 D
= 899:;
6

Note: No constraint is necessary for switching data thet;table’s data will be coming
from the partition’s data — which is already regtrd. The ONLY constraints that are
required in the partitioned table scenario aredhmsthe table that will be switched in.

2. Inorder to switch out a partition you must stéte partitioned table’s name and the
partition number which is being “removed.” The ftarh is only being removed from
the partitioned table — the data is NOT deletedwvéicer, the data will NOT be seen
via theOrdersRangetable any longer. The only access to this davéaishe
Orders2003Q3table- into which the partition’s data was “swigch”

1+ 13+ ( <
'*1 1*1* -
1 ( 99::
6

NOTE: It might seem challenging to require knowledgehaf partition by number but in
the rolling range partition scenario the partitimring removed will always be 2.
Additionally, with a variety of catalog view quesie- you can also determine the location
of the partition programmatically. There are exagspf this in the SQL Server 2005
Partitioned Tables whitepaper.

Now you could remove the table with a drop tablé eompletely remove possibly
thousands of rows without logging them individuallyis provides a very fast mechanism
for moving data in and out of ranges. Additionadlysecond benefit of having this data
isolated in it's own filegroup, is that you effeetly get table level restore into a new
location if desired. Using partial database restgm can restore just the primary and a
subset of filegroups while stilling access the d@teen you can move data into another
database. However, you cannot restore this filggitectly into another database.

Verify that the data
within the partitioned
table no longer
includes that which
was switched out.

1. To confirm that we deleted all of the data fromtip@n 2, you can use this special
function to see which rows are in which partitiolke partition function exists in the|
$partition namespace and you may include it in your quetiénformat
$partition. <function>(<table><column>):

++1 K$ (2 ( (.= < (2 ( D
@ =/(@
& < (2 ¢ D @> (2 (@
& , < (2( D @>, (2 (@
& #/  <LD @ * @
.o
67 (3G(K$ (2 ( (= < (2 ¢ D
2+ 3G
6

2. Verify Data exists in partitions 3, 4 and 5 ONLY

Remove the boundary
which is no longer
represented by this

The previous query should show that you have d&thYoin partitions 3, 4 and 5. So hoy
does the left most partition become 2 again — abléter switches are always switching
partition 2 out?
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$ %

table and then re-
verify the data.

You need to remove the boundary point.
1. Remove the third quarter of 2003 from thedersRangepartitioned table:

1+ 1%1* = T=1"= (2 ( (= <D
>+ 6+ =6+ <@ 99:9F9 @ D
6

2. Now your partitioned table will have only 3 activeand 1 empty — partition. To
verify, use the same query above. Notice the pamtitumbers are now 2, 3, and 4.
K$ < (2(

++1 D

< (2 ( D

=

Data was in partitions 2, 3, 4 but the merge ojmraemoved partition 1. SQL Serve
therefore renumbers the existing partitions bdbigs NOT move any data. Only
partition numbers have changed. At this point,fillegroups used by this database are
unchanged. To see all of the filegroups for thimdase use the following query:
++1 L .> A(/$

However, the filegrou2003Q3previously associated with partition 2, is no leng
associated with this partitioned table. To see Affthe filegroups associated with th

OrdersRangetable (even those with no data), use the follovgogry:

++1 $ ( = &
E =/ I( &
E $#(E .6/ &
A ( . (6 /%= (
> << |
*:—+ N *: ,
= < IOW#E ?  IO#E DD
== N *= $ E#(( $
= < ES$#E 7% E$#E DD
*==+ N*= ( E ES$#
= <$ ES$H#E 2
$ E#(E DD
*==+ N*= A (/$ A
= E$#E 2A ESH#E
"+ + < ( 7?7 @ (@ D
=2 < (E *= <9& DD

Add the new filegroup
to the partition

scheme.

In all of the above, you are reviewing the currstate of the partitioned table. In order to
add a new partition (by splitting one of the exigtpartitions), you will have to have a
place for this new partition to reside. This netejpsensures that the next split will use a
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very specific location for the partition. Again, énder to switch data in or out effectively,
you need to have the staging table ready — ondfredt filegroup. In this case, the next
filegroup to use i2004Q3- which is where our data already resides. Tlejs gtst adds
this filegroup to the partition scheme so thatit de used.
1+ 1*1* = +>+ (2 (#((
=+)17+2 899" ;
6

Alter the table
constraints to support
the new range of data
and switch in our new
partition.

Unlike Partitioned Views which rely heavily on coménts to determine what data reside
in each table, Partitioned Tables do not requirestraints (with the exception of the tabls
that's being switched in). However, for data intggpurposes you might want to constra
your data to a smaller set than what'’s require@dnyitioning (which is negative infinity ta
positive infinity). To do this you need to add ctagts on the base table — which are in
place. However, the existing constraints resthietdata to only allo\2003Q3through
2004Q2 Before we can switch in the new data, we neeldav the correct range.

1. Change the base table constraints to allbw@arter of 2004 as well as not alloft 3
quarter of 2003:
1+ 13+ ( <
22 =1*=1 ( ¢,
+H <8 (2 ¢ J @99"99@ D

1+ 13+ ( (
22 =1 *=1 ( (=
+H <8 (2 ¢ 1?7 @99:9@ D

1+ 13+  ( (

2 =1 *=1 ( (©(
2. Next, we can allow a new patrtition to be addechotable:
1+ 1*1* = gJ=1*= (2 ( (.= <D
*1 =6+ <@ 99"9F9 @ D
6

3. Now, you can switch in the new partition:
1+ 13+ ( 99":

*1 1 ( ( 1*1* = C
6
4. As afinal step, verify the data:
++1 K$ (2 ( (.= < (2 ( D
@ =@
& < (2 D @> (2@
& o< (2( D @>, (2 (@
& #/  <LD @ * @
L >
6 7 (SGI£$ (2 ( (.= < (2 ( D
2+ 3G
6
5. Close the file:# $" ™ (#( O 0
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Finally, if further partitioning exercises are desi consider walking through the scripts in the ¥baper Scripts
project, also located within this solution. Thesgs are updated versions of those provided thighwhitepaper
and in each script's descriptive header — seen wharopen the file — you can see information reigay the
changes that were made. There are two scenarieserbby these scripts:

Scenario 1

This covers a more complex Range Partitioned Saetiaat includes multiple tables as well as detalfisut joins
between two partitioned tables that are aligned tiie scenario, you need to use the followingpsrin this order:

1) RangeCaseStudyScriptl-Filegroups.sql

2) RangeCaseStudyScript2-PartitionedTable.sql

3) RangeCaseStudyScript3-JoiningAlignedTables.sql
4) RangeCaseStudyScript4-SlidingWindow.sql

Scenario 2
This covers a Range Partitioned Scenario that siteslList-based Partitioning using Regions. Far $eenario, you
need to use the following scripts in this order:

1) RegionalRangeCaseStudyScriptl-Filegroups.sql

2) RegionalRangeCaseStudyScript2-PartitionedTable.sql
Note: The Northwind SQL Server 2000 example databassdd in one of the examples and must be installed on
the SQLDEVO01 SQL Server 2008 instance. The Nortbvgeneration scripts can be downloaded from

http://www.microsoft.com/downloads/details.aspx?#aiid=06616212-0356-46 A0-8DA2-
EEBC53A68034&displaylang=efink correct as of December 2007).
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Additional Partitioning Resources

TechNet Whitepaper: Strategies for Partitioning Relational Data Warehouses in Microsoft SQL Server
http://www.microsoft.com/technet/prodtechnol/sgl/2005/spdw.mspx

TechNet Whitepaper: SQL Server 2000 Incremental Bulk Load Case Study
http://www.microsoft.com/technet/prodtechnol/sql/2000/maintain/incbulkload.mspx

MSDN Whitepaper: SQL Server 2005 Partitioned Tables and Indexes
http://msdn.microsoft.com/library/default.asp?url=/library/en-us/dnsql90/html/sgl2k5partition.asp
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